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Point Cloud Upsampling via Perturbation Learning
Dandan Ding , Chi Qiu , Fuchang Liu, and Zhigeng Pan
Abstract— Given sparse point clouds, this paper develops a
perturbation learning-based point cloud upsampling method to
generate uniform, clean, and dense point clouds. We build a
simple yet efficient neural network framework including feature
extraction, perturbation learning, and coordinate reconstruction
operations. In the feature extraction task, shallow-and-wide dense
connections are applied to present the latent geometric information. Subsequently, the extracted features are expanded for
perturbation learning. According to the theory of the differential
geometry of surfaces, the position of an upsampled point can
be approximated by its projection on a tangent plane in a
sufficiently small neighborhood around the point. Inspired by
this, we propose learning a 2D perturbation through multilayer
perceptrons (MLPs) to estimate the coordinate shift from the
input point to the upsampled point. Then, we concatenate the 2D
perturbation with the extracted features for residual learning to
fine-tune the coordinate shift. Finally, the coordinate reconstruction step transforms all the high-level features into an upsampled
and consolidated point cloud. To enable the learning-based point
cloud upsampling process above, we collect a large-scale point
cloud dataset that contains 36000 pairs of training sets. The
entire network size is only 5.01 MB, which is much smaller
than the requirements of state-of-the-art point cloud upsampling
models. Qualitative and quantitative evaluation results show that
our proposed scheme outperforms most existing methods in
terms of the Chamfer distance (CD), Hausdorff distance (HD),
Jensen-Shannon divergence (JSD), and uniformity. In addition,
our method is applied to real scan data, and its robustness is
confirmed.
Index Terms— Point cloud, upsampling, perturbation learning,
neural network.

I. I NTRODUCTION

L

ATELY, 3D point clouds have emerged as a promising
format for rendering 3D objects and scenes in industrial
monitoring, autonomous driving [1], [2], augmented/virtual
reality [3], [4], etc. In practical applications, users typically pursue fine-grained and realistic object/scene reconstruction, which often demands millions or even billions of
points for high-fidelity (e.g., more than 8 bits per attribute)

Manuscript received December 23, 2020; revised April 13, 2021 and
June 20, 2021; accepted July 18, 2021. Date of publication July 26, 2021;
date of current version December 6, 2021. This work was supported in part
by the National Key Research and Development Program of China under
Grant 2017YFB1002803, in part by the Zhejiang Provincial Natural Science
Foundation of China under Grant LY20F010013, and in part by the National
Natural Science Foundation of China under Grant 62072150. This article
was recommended by Associate Editor F. Dufaux. (Corresponding author:
Zhigeng Pan.)
Dandan Ding, Chi Qiu, and Fuchang Liu are with the School of Information
Science and Technology, Hangzhou Normal University, Hangzhou 311121,
China.
Zhigeng Pan is with the School of Artificial Intelligence, Nanjing University
of Information Science and Technology, Nanjing 210044, China (e-mail:
zgpan@hznu.edu.cn).
Color versions of one or more figures in this article are available at
https://doi.org/10.1109/TCSVT.2021.3099106.
Digital Object Identifier 10.1109/TCSVT.2021.3099106

and high-precision (e.g., accuracy within 1 centimeter (cm))
representations [5]. As exemplified in [6], several millions
of points are used to illustrate high-precision 3D faces.
This challenges the existing acquisition approach, especially
for real-time applications, such as dynamically acquired
LiDAR-based navigation for unmanned autonomous vehicles
(UAVs). Alternatively, we can offer real-time point cloud
processing by sacrificing the acquisition precision from dense
to sparse sampling. However, this would greatly degrade the
reconstruction quality, which may significantly impact the
application performance, e.g., in terms of detection accuracy.
On the other hand, we have also witnessed the explosive
growth of image and video super resolution (SR) algorithms
that are particularly indebted to recent advances in deep neural
networks (DNNs) [7]. These SR algorithms have leveraged
powerful DNNs to characterize and learn spatial and temporal (if applicable) priors (e.g., local structures and texture
coherency) for the reconstruction of high-quality images or
video contents. This motivates us to sparsely perform point
cloud acquisition and subsequently apply an upsampling algorithm to generate dense point clouds. This could essentially
enable real-time point cloud acquisition and processing, which
is of great interest to many industrial applications, e.g., UAVs
with high-precision LiDAR maps.
Given that the geometric attribute describes the structure
and shape of the world by measuring the depth, shape, pose,
disparity, motion, etc. ,1 it plays a vital role in both 2D and
3D vision perception and relevant media processing [8]–[10].
Thus, this work attempts to explore the geometric consistency
in point cloud upsampling, with which we wish to generate
uniform, clean, and dense point clouds. Nevertheless, unlike
the well-structured pixels in images or video frames, the points
in a point cloud are often unstructured, i.e., without order
and sparsely distributed without explicit neighbor connections,
making it difficult to simply extend existing SR methods to
3D point clouds since most SR algorithms developed for
images/videos rely on well-structured local priors from the
spatial and temporal neighbors.
To effectively characterize the geometric information in 3D
point clouds, one method involves applying empirical models for constrained optimization using priors (e.g. , edges,
normal priors, etc.) [11]–[13], while the other avenue is to
explore data-driven approaches to learn latent representations
[14]–[17] for 3D vision tasks. More specifically, a number of explorations [18]–[22] have been applied to
end-to-end learning networks for efficient point cloud upsampling, in which a variety of network models are utilized, such
1 https://bair.berkeley.edu/blog/2017/07/11/confluence-of-geometry-andlearning/
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as convolutional neural networks (CNNs), generative adversarial networks (GANs), and graph convolutional networks
(GCNs), with or without human knowledge involved. In most
cases, these learning-based solutions offer better upsampling
performance than canonical rule-based approaches at the cost
of deep network layers, millions or even billions of model
parameters, and high computational complexity, making them
impractical for real-time systems.
This work also attempts to leverage the advantages of
learning-based methods to perform point cloud upsampling.
Ideally, we wish to learn latent features to effectively embed
the geometric information from sparsely-distributed neighbor
points for the reconstruction of dense representations. In general, we still rely on a DNN because of its excellent feature
aggregation capabilities. Moreover, we draw inspirations from
empirical rules to guide the model development process. For
example, we suggest applying a shallow-and-wide network
structure to extract features. As such, we can effectively
learn geometric patterns across a wide coverage area of point
neighborhoods. Next, inspired by the theory of the differential
geometry of surfaces, we propose first learning a 2D perturbation through multilayer perceptrons (MLPs) to estimate
the coordinate shift from the input point to the upsampled
point and then employing residual learning to fine-tune the
coordinate shift. In addition, the learning-based perturbation
can mitigate the noise induced during the acquisition and
processing steps, making the learned model more robust and
generalizable. Finally, latent features are inversely mapped to
the Cartesian coordinate system (e.g., , (x, y, z)) to generate
an upsampled dense point cloud.
The main contributions of this work are summarized as
follows:
• We develop a method called geometry-consistent point
cloud upsampling (GC-PCU), which comprises feature
extraction, perturbation learning, and coordinate reconstruction operations to efficiently characterize and aggregate geometric information.
• Inspired by the theory of the differential geometry of
surfaces, in which the position of an upsampled point
can be approximated by its projection on a tangent
plane, we develop a learning-based perturbation module.
We first learn a 2D perturbation through MLPs to estimate
the coordinate shift from the input point to the upsampled
point and then employ residual learning to fine-tune this
shift for final coordinate reconstruction.
• This GC-PCU model not only demonstrates state-ofthe-art performance compared to that of previously published point cloud upsampling algorithms in terms of
the Chamfer distance (CD), Hausdorff distance (HD),
Jensen-Shannon divergence (JSD), and point-to-surface
(P2F) but also presents the model size with the smallest volume, making it more attractive for practical
applications.
II. R ELATED W ORK
This section reviews relevant point cloud upsampling algorithms, which mainly consist of rule-based and learning-based
methods.

A. Rule-Based Approaches
Earlier rule-based point cloud upsampling works often
assumed prior knowledge when performing constrained
optimization. For example, Alexa et al. [11] utilized the
Voronoi diagram topology to interpolate missing points by
minimizing the moving least-squares approximation. Later,
Lipman et al. [12] suggested applying a locally optimal projection to deal with noise and outliers. These methods have
mostly been applicable to point clouds with smooth surfaces, limiting their adoption in many practical scenarios
where realistic 3D objects often exhibit complex surface
appearances, e.g., folded drapes, occlusions, cross edges,
etc. To solve this problem, Huang et al. [13] proposed an
edge-aware point set resampling method (EAR) by processing the input points unequally according to their distances
to the edge, for which normal information and parameter adjustment were used for optimization. The performance of rule-based approaches is highly dependent on prior
knowledge and the utilized empirical models. As mentioned
before, points in a point cloud are typically unstructured,
without order, and randomly distributed, which makes it
difficult for a simple model to characterize the inherent
geometric relationships for subsequent upsampling or other
processing.
B. Learning-Based Solutions
Built upon the advancements of DNNs, an explosive growth
in learning-based methodologies for images, videos, and point
clouds has occurred in recent years. For example, PointNet [24], which directly embeds features at the point level,
was successfully deployed for point cloud classification and
detection. It was subsequently upgraded to PointNet++ [25]
by taking spatial contexts into account to learn hierarchical
features.
Yu et al. proposed the point cloud upsampling network
(PU-Net) [18] to perform point cloud upsampling. PU-Net
reuses the hierarchical features suggested by PointNet++ [25]
and conducts upsampling in the feature domain. Latent features are then transformed to 3D coordinates using fully
connected layers to reconstruct upsampled point sets. However, PU-Net downsamples the input for multiscale feature
extraction, which introduces resolution loss and limits the
capacity of PU-Net. As a result, it fails to retain fine-grained
geometry details.
Later, an edge-aware point set consolidation network
(EC-Net) [26] was suggested to minimize the distance from
the input point to the edge by characterizing edges in
patches and enforcing edge-aware joint optimization to preserve high-frequency sharp textures for better visual sensation.
However, it is difficult to generalize this network since explicit
edge annotations and surface information are desired in the
model training process.
Note that multistep processing noticeably improves image
SR [27]–[29]. Thus, Wang et al. introduced the multistep
progressive upsampling (MPU) network [19] to divide the
one-shot point cloud upsampling process into consecutive
substeps. In each substep, both intra- and interlayer dense
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Fig. 1. Diagram of our proposed end-to-end point cloud upsampling network and a visual comparison with other methods (left: 5000 input points; right:
625 input points). Our framework consists of three stages, i.e., feature extraction, perturbation learning, and geometric reconstruction. Here, we use screened
Poisson surface reconstruction [23] to reconstruct the upsampling results. C is set as 128 in this work.

connections [30] and graph convolutions [31], [32] are utilized
for feature extraction, with the aim of efficient characterizations from local to global correlations. Subsequently, a set
of MLPs is devised to transform latent features into the
geometric coordinates of the upsampled point cloud. Such
substeps are iterated until the predefined upscaling factor is
reached. Experiments showed that MPU achieved superior
performance over previous works with better geometric details
and less noise at the cost of a very large network model
(e.g., parameter size and running memory). On the other
hand, multistep processing inevitably increased the difficulty
of training. The sharing of weights could probably make
the multistep processing approach more lightweight; however,
the performance might suffer.
In addition to the aforementioned traditional CNN-based
model, Li et al. [21] proposed the PU-generative adversarial network (PU-GAN model), which utilizes a GAN
structure with a novel uniformity loss function to improve
the uniformity of reconstruction. Experiments further demonstrated the efficiency of the GAN in such upsampling tasks.
Other network alternatives have also been used, such as the
deep graph convolution network (GCN) used by Qian and
Abualshour [33].
Recently, instead of solely relying on data-driven learning, prior knowledge rules (e.g., empirical or theoretical)
have been incorporated into the network design process,
with the aim of achieving better performance. For example,
Qian [20] applied discrete differential geometry to a learning
framework and developed the PUGeo-Net model by using a
learned Jacobian matrix and normal displacement for 2D to
3D transformation.

III. G EOMETRY-C ONSISTENT P OINT C LOUD
U PSAMPLING (GC-PCU)
Given an unordered sparse point set with N points
P = { pi |i = 1, . . . , N}, we aim to generate its dense counterj
part with r N points Pup = { pi |i = 1, . . . , N; j = 1, . . . , r },
where r is the upsampling rate. The entire upsampling process
is accomplished by our end-to-end neural network, as shown
in Fig. 1. The proposed network comprises three stages:
feature extraction, perturbation learning, and geometric reconstruction. First, we stack shallow-and-wide convolutions to
learn and extract the latent geometric information of each
point. Then, perturbation learning is applied for feature expansion and noise suppression. Finally, MLPs are utilized to fuse
the above features and construct the upsampled point set.
A. Shallow-and-Wide Feature Extraction
We use the Euclidean coordinates of the input N × 3
point cloud to represent the initial input information. The
feature extraction module finally maps the input information
into an implicit space with N × C features. Inspired by
PointNet [24], we adopt a shallow-and-wide structure to design
our feature extraction unit. Suppose that f : α → R is a
continuous function. ∀ε > 0, ∃ a continuous function h and
a symmetric function g(x 1 , . . . , x n ) = M AX (·), and for any
S ∈ α, we have




 f (S) − M AX {h(x i )} < ε,
(1)


x i ∈S

where x 1 , . . . , x n is the list of elements in an unordered set S
and M AX is the max operator that takes a series of vectors
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as inputs and returns a new vector of elementwise maxima.
More details about this theorem can be found in [24].
Here, f (S) represents an ideally lossless mapping of the
input point cloud. Suppose that u : α → R K , and we can
obtain u = M AX {h(x i )}, where K represents the bottleneck
x i ∈S

dimension of f , i.e., the maximum number of feature maps
constrained by our computational budget. If Equation (1) is
established, there exists f = u that allows this equation to
hold when ∀ε > 0. Notably, to meet this condition, u should
preserve the features of points as much as possible. Considering that M AX (·) is a lossy operation, we may strengthen the
function h to retain geometric features. In this work, h denotes
our feature extraction network. A straightforward way to have
more features is to increase the number of channels. To this
end, we extend the number of channels to 64 or 128 during
1×1 convolutions. Furthermore, we keep our network shallow
to prevent the pooling operation from dropping too much
information as the network depth increases.
As a result, we simplify the feature extraction part of
MPU [19] to a shallow-and-wide structure, i.e., only two
extraction blocks are involved, and the number of channels is
increased before activation. As shown in Fig. 2, the proposed
feature extraction unit goes through a 1 × 1 convolution and
two extraction blocks to extract and preserve the geometric
information of the input point set. In each extraction block,
k-nearest neighbors (KNN)-based aggregation is applied to
collect the features from the nearest k points [31], [32],
as illustrated in Fig. 3. As such, each point has k neighbor
points, and each neighbor point has C1 features. By connecting
the features of the current and neighbor points, we obtain
N × k × C2 features, where C2 = 2C1 . Then, we perform
a 1 × 1 convolution and obtain N × k × C3 features, which is
connected to N × k × C1 features to form N × k × (C3 +C1 )
features. The above 1 × 1 convolution and skip connection are
repeated again to produce N × k × (C4 + C3 + C1 ) features,
after which pooling is applied to obtain N × G1 features. Then,
the second extraction block is applied. To obtain abundant
geometric features, we set the numbers of channels C1 = 64,
C2 = 128, and C3 = C4 = 32 after every convolution.
B. Perturbation Learning
Next, the extracted features are expanded and sent for
perturbation and residual learning. As shown in Fig. 1, we first
duplicate the extracted point features r times to obtain r N × C,
where r is the upsampling factor. This duplicated operation
may lead to clustered points around the original points, making
the reconstruction process suffer from nonuniformity, as verified in our experiments in Sect. IV-D.
1) Conventional 2D Fixed Grid: An effective solution for
this problem is to explicitly feed some position variations into
the network for learning purposes. Such position variations are
generally obtained by 1D or predefined 2D regular grids [34].
For example, the predefined 2D regular grid has been widely
used in point cloud tasks, such as the point pair feature
network (PPF-FoldNet) [35] and point completion network
(PCN) [36]. Regarding point cloud upsampling, MPU and

PU-GAN introduced the predefined grid into their networks
to generate residuals, which were afterwards appended to
the obtained high-level feature maps to generate 3D coordinate residuals. Specifically, MPU assigns a fixed 1D grid
with values of −1 and +1 to duplicated point features and
then compresses these features into 3D residuals by MLPs.
These 3D residuals are later added to the input coordinates
to generate output points with different locations. PU-GAN
directly generates 2D fixed grid values and appends them to
the duplicated point features. Similarly, the final upsampled
points are produced by a series of MLPs. MPU and PU-GAN
have proven that the use of 1D or 2D grids can help generate
a well-distributed point set. However, the problem is that
although this predefined grid is regularly distributed in the
1D or 2D domain, after they are transformed to 3D space,
the transformed points may not be consistently distributed on
the underlying geometric surface. As a result, the point clustering problem cannot be solved thoroughly, and the network
model thus cannot capture geometric features accurately.
2) Learning-Based Perturbation: Inspired by the theory
of the differential geometry of surfaces [37], we propose a learning-based perturbation scheme to obtain
geometry-consistent perturbation values to enhance the robustness and generalizability of our network. Since our perturbation is learned from the obtained latent geometric features,
it is more reasonably distributed in 3D space than the fixed
2D grid.
Specifically, suppose there is a point set P
=
{ p1, p2 , . . . , pN } ∈ R 3 , where N denotes the number of points.
For pi ∈ P on a local surface, we first duplicate it r times
to obtain r pi points and then locate each pi on the surface
j
uniformly, i.e. , pi ( j = 1, . . . , r ) (see Fig. 4a). Perturbation
learning is therefore designed to learn a function that moves
the duplicated points to appropriate locations on the surface.
j
In other words, the coordinate shift from pi to pi , denoted as
j
i , is to be learned.
Given the tangent plane over pi , the projection point of
j
j
pi to this plane is termed p̄i . As illustrated in Fig. 4b,
the differential geometry of local surfaces uses the distance
j
between pi and p̄i to approximate the distance between
j
pi and pi . Inspired by this idea, our learning-based perturj
bation proposes generating the coordinates of pi following
j
three steps. First, a 2D perturbation di that shifts pi to an
j
implicit position (ideally, this position is p̄i ) is estimated using
MLPs, i.e.,
j

per, j

di = M L P f

(C( pi )) ,

(2)
j

where C( pi ) denotes the features of pi and di denotes the 2D
perturbation.
Next, the 2D perturbation is further fed into a residual
learning module for fine tuning, producing the final coordinate shift. Using the residual learning function M L P res
f ,
we obtain
j

j

j

j

j

i = pi (x i , yi , z i ) − pi (x i , yi , z i )


per, j
C( pi ), M L P f
= M L P res
(C( pi )) .
f
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Fig. 2. Feature extraction unit, which spans a 1 × 1 convolution and two shallow-and-wide extraction blocks to extract and preserve the geometric information
of the input point set. We set the numbers of output channels C1 = 64, C2 = 128, C3 = C4 = 32, G1 = G3 = 128, and G2 = 64.

to add the input features r N × C to these residuals for further
feature refinement, generating an output of size r N × (C + 3).
C. Geometric Reconstruction

Fig. 3. The KNN-based aggregation of edge features, which is used to collect
the features of the nearest k points.

At this stage, the obtained pre-upsampled r N × (C + 3)
features are transformed to r N × 3 3D point set coordinates on
the underlying surface. Specifically, we use a series of MLPs
to map the 3D coordinates and finally obtain the r N × 3
upsampling coordinates.

D. Loss Function

Fig. 4.
(a) Ideal upsampling. Suppose that pi is a point in point set
j
P = { p1 , p2 , . . . , pN } ∈ R 3 , and pi ( j = 1, . . . , 4 if upsampling 4×) are the
j

points upsampled from pi . pi are expected to lie on the surface uniformly.
j

(b) Differential geometry of local surfaces. pi pi can be approximated by
j
j
j
→
pi pi , where pi is the projection point of pi and −
n i is the normal vector of
j j

pi given that pi pi is an infinitesimal of higher order.

j

Finally, we can reconstruct the upsampled point pi as


j
j
j
j
j
C(
p
),

pi (x i , yi , z i ) = M L P rec
i
f
i ,

(4)

where [, ] represents the concatenation operation and M L P rec
f
is the mapping function used for geometric reconstruction.
3) Implementation Details: As shown in Fig. 1, after
expanding the features r times, an MLP is applied to each
group of features to learn N × 2 2D perturbations. Note that
we use different 1 × 1 convolutions for each group of features,
i.e., the weighting parameters are not shared across the MLPs.
In this way, the obtained perturbations depend on the shapes
of the input point clouds, thereby guaranteeing geometric
consistency. Afterwards, these perturbations are appended to
the duplicated features, forming r N × (C + 2) features for
further residual learning.
In residual learning, three 1 × 1 convolutions are first
performed to map the input 2D r N × (C + 2) features into
r N × 3 residual values. A skip connection is then employed

We expect the upsampled points to preserve the original
geometric features and to be distributed on the underlying
surface as uniformly as possible, i.e., the upsampled point set
Pup is expected to have the same point distribution as the
ground truth Q = {qi |i = 1, . . . , r N}. In this work, because
we resort to learning-based perturbation to ensure uniformity,
we hence employ the conventional Chamfer distance [38] as
our loss function, which measures the squared distance of a
point in one set to its nearest neighbor in the other set. We also
discuss the potential improvements gained from different loss
functions in Sect. IV-D.
⎛
1 ⎝ 
min  pi − qk 2
LC D =
qk ∈Q
rN
pi ∈Pu p
⎞

+
min  pk − qi 2 ⎠ . (5)
qi ∈Q

pk ∈Pu p

IV. E XPERIMENTS AND D ISCUSSIONS
A. Implementation Details
1) Dataset: The chosen dataset is crucial to the training
and performance of neural networks. In this paper, we built a
large-scale dataset for point cloud upsampling. We collected
117 models from PU-Net [18], MPU [19], and Object3D [39],
covering a variety of surface complexities. On the basis of
our dataset, we took 90 models for training and the remaining
27 models for testing. As shown in Fig. 5, these test models
are widely used in state-of-the-art upsampling methods, such
as PU-GAN [21].
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TABLE I
Q UANTITATIVE C OMPARISON W ITH S TATE - OF - THE -A RT M ETHODS FOR 4× U PSAMPLING F ROM 5000 OR 625 I NPUT P OINTS .
T HE I NPUTS A RE D OWNSAMPLED F ROM 27 T EST M ODELS U SING M ONTE C ARLO R ANDOM S AMPLING

TABLE II
A BLATION S TUDY BASED ON 27 T EST M ODELS . W E E MPLOY T WO D IFFERENT N UMBERS OF P OINTS FOR T ESTING , I . E ., 625 AND 5000 I NPUT P OINTS

2) Training and Testing: In the training phase, we cropped
400 patches per training model and hence produced a total
of 36,000 patches. By default, we set the upsampling rate
r = 4 and sampled 256 and 1024 points for each patch by
Poisson sampling [40]. To avoid overfitting during the training
process, we augmented the inputs by random rotation, scaling,
and point perturbation with Gaussian noise. The network was
trained using the Adam algorithm [41] with a batch size
of 32 on the TensorFlow platform. The initial learning rate
was set as 0.001. It was then adjusted to 0.0001 at epoch
60 and 0.00001 at epoch 100.
In the test phase, we upsampled sparse and dense point
clouds for evaluation purposes. Specifically, we used Monte
Carlo random sampling to obtain 625 points and 5000 points
from each test model and applied Poisson sampling to sample
2500 and 20000 points from the corresponding models as
the ground truth. Similar to that of MPU and PU-GAN,
the inference process of our model was conducted in a patchby-patch manner. Specifically, we first used the conventional
farthest point sampling (FPS) algorithm [25] to select M seed
points from the input point cloud. Next, the KNN algorithm

was applied to collect a fixed number of points around
each seed point to form a “patch”. As such, we collected
a series of patches for M seed points. The network model
was then applied to each patch for upsampling. Finally, all
upsampled patches formed a dense point cloud, and the FPS
algorithm was applied again for this dense point cloud to
select the desired number of points. When using the FPS
algorithm, we remained at only one point if two or more points
overlapped.
The training and testing processes were both conducted
on a computer with an Intel i7 8770k CPU at 2.1 GHz,
32 GB of main memory, and a 1080 Ti GPU. Our code
and models are accessible on our website https://github.com/
IVC-Projects/pc_upsampling.
3) Evaluation Metrics: For the upsampling problem, both
feature preservation and uniformity are required with respect
to point clouds. First, we should retain the geometric features
of the point cloud as much as possible, i.e., the generated
points should be located on the surface of the target object.
In addition, the generated points are expected to be distributed
uniformly, which is referred to as “uniformity”. In practice,
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27 test models used in our experiments.

the uniformity property of point clouds is often desired
to facilitate applications such as rendering, denoising, and
inpainting [42], [43].
To quantitatively evaluate the geometric consistency and
uniformity of the upsampled point clouds, we employed five
popular evaluation metrics: the (i) CD [38], (ii) HD [44],
(iii) P2F, (iv) JSD [45], and (v) uniformity evaluation criteria
proposed for PU-GAN [21]. For uniformity, we evaluated each
patch using radii of 0.8% and 1.2%. Note that a lower value
of each evaluation metric indicates a better upsampling effect.
In addition, the network size and average inference time were
compared across different methods.
B. Comparison With State-of-the-Art Methods
We compared our GC-PCU method with four state-ofthe-art networks, i.e. , EAR [13], PU-Net [18], MPU [19], and
PU-GAN [21]. For PU-Net and PU-GAN, we used our training
dataset to retrain these models for a fair comparison. For MPU,
since it adopts a progressive training method that requires both
4× and 2× training data, while our training dataset provides
only 4× data, we were unable to train a better model than
the anchor version provided by the MPU source. To this end,
we directly used the model from the MPU website2 for testing.
For EAR, we followed the demo code released by the authors
and carefully set the parameters for each test model to obtain
the best upsampling results. Table I presents the quantitative
comparison results, which are the average values of the 27 test
models except for the uniformity, which was obtained from
21 models because the edges of the remaining 6 models
(Panda, Tiger, Gramme, Dragon, Ramesses, and Romeman)
were too complex for calculating the uniformity.
Our GC-PCU outperformed EAR, PU-Net, and MPU in
terms of almost all evaluation metrics. Since PU-Net maps
the entire input into upsampled point clouds globally, it saves
inference time, but at the same time, certain local features
2 https://github.com/yifita/3pu

are lost. In contrast, MPU and our method process the input
point cloud in a patch-by-patch manner, thus requiring a
longer inference time. MPU performed slightly better than our
method with respect to the P2F and slightly worse in terms of
the CD, HD, and JSD, but its uniformity was much worse
than that of ours. A possible reason for this is that MPU
adopts fixed 1D grid values for perturbation, which may be
nonuniformly distributed in 3D space; this can also be found in
the visualization results (Fig. 6). Moreover, the network size
of MPU is as large as 91.7 MB because of its progressive
structure, while ours is only 5.01 MB. As a result, our
inference time is much shorter than that of MPU.
We also compared our network with the state-of-the-art
PU-GAN. As shown in Table I, our proposed GC-PCU and
PU-GAN showed superiority in different aspects, e.g., our
P2F was better than that of PU-GAN but our uniformity
was worse. The possible reasons for this are as follows:
1) PU-GAN employs an adversarial learning framework;
2) PU-GAN adopts a uniformity-associated loss function for
training; and 3) PU-GAN first conducts ×6 upsampling operations and then applies the FPS algorithm to select samples
for ×4 upsampling. To verify the effectiveness of our network,
we then incorporated our GC-PCU into the framework of
PU-GAN as the generator and employed the FPS algorithm
in the upsampling procedure, which is termed “Ours in GAN”
in Table I. The results show that using the framework of
PU-GAN, the uniformity of our network was improved at the
expense of a decline in the P2F. Moreover, we compared our
computational complexity with PU-GAN. The model size of
PU-GAN is 10.0 MB, which is twice the size of our model.
Accordingly, the inference time of PU-GAN is 23% longer
than that of our network.
C. Qualitative Comparison
We visualized the reconstruction results of all methods
for comparison. We first calculated the normal vector of
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Fig. 6. 4× upsampling results of different methods. The numbers of input points are with 5000 (top 4 rows) and 625 (bottom 4 rows). The reconstructed
meshes of different methods are also visualized.

the output point clouds and then used screened Poisson
reconstruction [23] to reconstruct the point cloud models in
Meshlab [46]. The generated visualization models are shown
in Fig. 6 including 5000 and 625 input point clouds.
From Fig. 6, we can see that EAR and PU-Net could not
effectively describe the inherent structures of point clouds and
that they showed serious distortion after reconstruction. MPU
performed better than the previous two methods but still failed
to handle some details, such as the bird’s tail and the elephant’s
nose. PU-GAN was superior in uniformity, but sometimes its
reconstructions still could not sufficiently present the geometric information of the original models. Compared to other
methods, our method successfully avoided the influence of
input noise and presented fine-grained geometric structures for

both sparse and dense point clouds. Although the uniformity
of our network is inferior to that of PU-GAN, the edges of
our reconstructions are clearer and closer to the ground truth.
D. Ablation Study
We designed a series of ablation studies to evaluate the
contribution of each module in our network. The ablation
studies included the following:
• Deeper and denser feature extraction. The feature
extraction module in MPU and PU-GAN, which cascades several dense blocks with dense connections,
was employed to replace our feature extraction module. As shown in Table II, compared to our structure,
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TABLE III
A BLATION S TUDY W ITH D IFFERENT L OSS F UNCTIONS

•

•

•

the use of the deeper and denser feature extraction
module slightly improved the CD and HD for dense
inputs and the P2F for sparse inputs, while the other
metrics, such as the JSD and uniformity, were even
lower than those of our model. It is also noted that the
deeper and denser module increased the network size
from 5.01 MB to 11.4 MB, costing more computational
resources.
Removal of the perturbation learning module. We
removed the perturbation learning module from our network to evaluate the contribution of this component.
Without this module, the network size was dramatically
reduced to 2.41 MB, but the overall performance suffered from serious degradation; e.g., the uniformity was
as large as 4439.45 for the 5000 input points when
Radius = 1.2%. This result thus proves the importance of perturbation learning to the final upsampling
effect.
Employing fixed 2D grid perturbation. We replaced
our learning-based perturbation with a fixed 2D grid
perturbation. As shown in Table II, the network size was
reduced to 2.43 MB, and the objective performance, such
as the CD, HD, and JSD metrics, was inferior to that
obtained with learning-based perturbation. Particularly,
the uniformity of the fixed 2D grid perturbation was
much worse because the 2D grid could not guarantee a uniform distribution when it was mapped into
3D space.
Removal of the residual learning unit. We removed
the residual learning unit from our network to evaluate
its contribution. We can see that the network size was
accordingly reduced to 4.35 MB, and the upsampling
performance declined slightly, indicating that the residual learning is a further refinement after perturbation
learning.

Moreover, we trained our network using different loss
functions to check whether the performance would be further
improved. We used the Earth mover distance (EMD) [38],
which was used in previous work [21], [47], as the loss
function L E M D for network training. We also introduced

Fig. 7. 4× upsampling results. (a) 2500 input points sampled from Gaussian
noise levels of 0, 0.5%, and 1% from left to right. (b) From left to right,
the numbers of inputs are 625, 1250, 2500, 5000, and 10000 points.

uniformity loss L U ni [21] and repulsion loss L Rep [18] to
form compound loss functions:
L c1 = λ E M D L E M D + λU ni L U ni + λ Rep L Rep

(6)

L c2 = λC D L C D + λU ni L U ni + λ Rep L Rep ,

(7)

and

where λ E M D , λC D , λU ni and λ Rep were set as 100, 100, 10,
and 1, respectively.
We can see from Table III that the EMD indeed performed
well in terms of some metrics such as the JSD but failed with
respect to the P2F because it paid more attention to global
optima than point-level optima. Moreover, the EMD is more
computationally expensive than the CD because it requires
solving a linear assignment problem, e.g., for each training
epoch of our network, the EMD cost 192 seconds, while the
CD cost only 110 seconds on our machine. In our experiments,
the uniformity loss could improve the uniformity metric for the
625 input points, while for the 5000 input points, the CD loss
still led to the best uniformity. This inspires us to incorporate
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TABLE IV
D IFFERENT S AMPLING S TRATEGIES FOR 5000 I NPUT P OINTS

Fig. 9. Visualization of different downsampling strategies. Three downsampling strategies, including Cloud Compare V2 (left), stratified triangle
(middle), and Monte Carlo (right, used in this work) random sampling,
were applied to generate 5000 input points. These points were upsampled
to 20000 output points using our proposed method.

Fig. 8. 4× upsampling results of real scanned point clouds. The input point
clouds (left column) were from the (a) KITTI dataset and (b) Sydney Urban
Objects dataset. They were all scanned by LiDAR.

uniformity loss in our future work to reach a balanced trade-off
between the P2F and uniformity metrics.
E. Robustness Verification
Moreover, we verified the robustness of our proposed
scheme to different scenarios.
1) Noisy or Sparse Inputs: We added different levels of
Gaussian noise to the input point clouds to check the upsampling results, as illustrated in Fig. 7a. We also sent different
numbers of points into the network for upsampling, as shown
in Fig. 7b. We can see that under these extreme conditions, our
network could always successfully restore dense point clouds.
2) Real Scanned Point Clouds: Moreover, we tested our
model on real scanned models. Here, we took light detection
and ranging (LiDAR) point clouds from the KITTI [48] and

Sydney Urban Objects datasets [49] for upsampling. The
results are visualized in Fig. 8, which shows that our network
can effectively improve the quality of real scanned point
clouds.
3) Different Downsampling Strategies: Our aforementioned
input point clouds were downsampled using Monte Carlo
random sampling. Here, we applied two other sampling strategies, i.e., stratified triangle sampling [50] by MeshLab [46]
and surface random sampling by Cloud Compare V2 [51],
to produce the input candidates. As shown in Table IV, our
network can always achieve strong objective performance.
Concerning the subjective quality in Fig. 9, the upsampled
point clouds contain some “holes” due to the nonuniform
input points. Our future work will target filling these holes
and producing more uniform point clouds.
V. C ONCLUSION AND F UTURE W ORK
In this paper, we propose a simple yet efficient upsampling scheme for point clouds. We exploit an end-to-end
learning framework that consists of feature extraction, perturbation learning, and geometric reconstruction operations
for geometry-consistent reconstruction. Specifically, for the
feature extraction process, a shallow-and-wide network is
designed to preserve abundant latent features. To ensure the
robustness of our network in 3D space, perturbation learning
is developed to generate geometry-consistent variations, which
are then appended to the learning-based residuals for further
refinement. Finally, geometric reconstruction is conducted
through stacked MLPs to generate upsampled point clouds.
Experimental results show that our network achieves state-ofthe-art performance. In particular, our obtained reconstruction
has an advantage in terms of feature preservation and exhibits
visually pleasing results. Moreover, our model size is much
smaller than those of other methods and thus more applica-
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ble for practical use. In our future work, we will continue
exploiting a more effective loss function and a more robust
structure to improve the performance of our network. How to
extend our network for different upsampling factors will also
be investigated.
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